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Abstract

Stateful Large Language Model (LLM) applications heavily
rely on prefix caching to eliminate redundant prefill com-
putations. To support massive concurrency, modern serving
engines deploy hierarchical, multi-tier caches that offload
less-active prefixes from limited GPU memory to spacious
host DRAM. However, existing multi-worker request sched-
ulers typically route traffic based solely on the longest prefix
match, ignoring the highly heterogeneous data transfer costs
between cache tiers. This oversight causes severe cluster-level
load imbalance and triggers frequent GPU pipeline stalls as
workers wait for slow host-to-device data transfers.

To resolve these inefficiencies, we propose CacheSched,
a scheduling system tailored for multi-worker LLM serv-
ing with hierarchical prefix caching. CacheSched is driven
by a lightweight analytic performance model that estimates
batch execution and data transfer times. Building on this
model, CacheSched introduces two key mechanisms: (1) a
heterogeneity-adaptive routing algorithm that dispatches re-
quests based on predicted prefill costs, successfully balanc-
ing cache tier locality with cluster-wide worker load, and
(2) a dynamic batch-matching algorithm at the worker level,
which restricts host-memory prefix loads to the predicted
compute window of the active batch, reducing GPU pipeline
stalls. Evaluations demonstrate that CacheSched increases
overall serving throughput by up to 2.58x compared to state-
of-the-art systems while satisfying strict Time-to-First-Token
(TTFT) Service-Level Objectives (SLOs).
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1 Introduction

The rapid adoption of Large Language Models (LLMs) has
made them foundational to a diverse range of applications,
including chatbots [4, 7], code comprehension and genera-
tion [5, 6], research assistants [8, 14], and potentially many
others [20, 44]. Serving an LLM inference request involves a
compute-intensive two-stage process: a prefill phase to pro-
cess the entire input context in a single forward pass, followed
by an autoregressive decoding phase to generate the response
one token at a time. To avoid recomputing all previous to-
kens at every decoding step, the underlying inference engine
caches intermediate states (i.e., the KV cache) for each token,
and appends new entries as each token is generated. This
computational efficiency, however, comes at the cost of high
memory consumption, as the KV cache grows rapidly with
sequence length and the number of concurrent requests. This
trade-off makes managing the KV cache a central challenge
in LLM serving, and notable open-source inference engines
like vLLM [38], SGLang [66], LightLLM [9], and TensorRT-
LLM [13] have incorporated virtual memory and paging to
address this issue.

While LLMs are powerful in responding to individual,
standalone queries, their true utility increasingly emerges
in stateful, iterative applications where maintaining context
across interactions is essential. In many such real-world ap-
plications, such as multi-round conversations and agentic
Al inference requests often share an identical sequence of
tokens at the beginning. The inherently stateless nature of
LLMs creates a significant performance bottleneck, as the
full context must be prefilled again for each new request. To
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Figure 1. Accelerating LLM inference with prefix caching.
(a) LLM inference with KV cache. (b) LLM inference with
KV cache and prefix cache.

address this, prefix caching has become a critical optimiza-
tion [12, 43, 52, 56, 66]. By storing and reusing the KV cache
associated with the shared prefix, an LLM inference system
avoids redundant calculations across requests and focuses
only on processing the new content in each request, as illus-
trated in Figure 1. This efficiency makes prefix caching a cor-
nerstone of stateful LLM serving. However, caching prefixes
can easily exhaust GPU memory, thereby hindering the prefill
and decoding phases of active requests by leaving insufficient
space for their KV cache. To resolve this memory contention
while simultaneously enabling a much larger total cache, in-
ference systems implement a multi-tiered cache hierarchy that
offloads less-active prefixes to host DRAM [24, 56, 59, 66],
which typically provides at least an order of magnitude more
capacity than GPU memory. The most active prefixes remain
in GPU memory for fast access, while less-active ones are
evicted to host DRAM and loaded back on demand.

In production, LLM serving scales to multiple GPU work-
ers, each maintaining a hierarchical prefix cache spanning
GPU memory and host DRAM. This multi-tier deployment
introduces critical scheduling challenges at both the cluster
and worker levels. At the router level, existing strategies, such
as Preble [46] and SGLang Router [2], greedily rely on the
longest prefix match, oblivious to the highly heterogeneous
costs between instant GPU memory access and slow PCle
transfers from host DRAM. This ignorance, compounded by
repetitive routing to the same worker in multi-turn sessions,
frequently causes severe load imbalance. At the worker level,
systems (e.g., SGLang) attempt to overlap host-to-GPU data
transfers with computation using fixed prefetching strategies;
however, because prefix sizes vary, long transfers inevitably
outlast the compute phase and stall the GPU pipeline.
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To overcome these inefficiencies, we propose CacheSched,
a prefix-cache-aware request scheduling system that deeply in-
tegrates cluster-level routing and worker-level batch construc-
tion. CacheSched is built on a lightweight, unified analytic
performance model. Our core insight is that while autoregres-
sive decoding lengths are non-deterministic, the execution
time of a specific GPU compute batch and the PCle transfer
time of a given prefix size are highly predictable. By pro-
filing effective GPU memory bandwidth and effective PCle
transfer rates—rather than relying on idealized nominal hard-
ware specifications—our model estimates both the compute
boundaries and data transfer costs.

Building on this model, CacheSched implements two
highly coordinated mechanisms:

First, a heterogeneity-adaptive request routing algorithm
shifts the routing paradigm from maximizing prefix length to
minimizing predicted prefill cost. The router calculates a uni-
fied cost metric that accounts for cache location, recompute
overhead, and ongoing transfer congestion. To balance cache
affinity and cluster load, the router identifies a candidate pool
of workers whose estimated costs fall within a tunable thresh-
old of the global minimum, and selects the lightest-loaded
instance. To scale this efficiently, we deploy a two-tier routing
framework: inter-node routing relies on lightweight historical
snapshots to minimize cross-node network overhead, while
intra-node routing utilizes real-time cache probing across fast
CPU interconnects to avoid local PCle transfer bottlenecks.

Second, a batch-matching prefix cache reuse algorithm
reduces GPU stalls by dynamically partitioning prefix data
at the worker level. Unlike prior work that relies on fixed
recompute-transmission ratios [17, 24], CacheSched treats
the predicted execution time of the currently running GPU
batch as a strict, non-preemptible transfer budget. Using the
performance model, it estimates the maximum number of
prefix tokens that can be transferred within this window. The
batch constructor then greedily populates the upcoming batch
by loading only the prefix segments that fit within this budget,
offloading the remainder to be seamlessly recomputed by the
GPU. This dynamic partitioning aims to keep data prefetching
within the predicted computation window.

We implement CacheSched on top of SGLang [66] and its
standalone router module [2]. Extensive evaluations across
synthetic and real-world conversational workloads on a multi-
node testbed (up to 64 GPUs) demonstrate that CacheSched
improves overall service throughput by up to 2.58x compared
to state-of-the-art systems, while strictly adhering to practical
time-to-first-token (TTFT) service-level objectives (SLOs).

2 Motivation
2.1 Prefix Caching in Multi-Worker Deployments

The substantial per-token memory footprint of the KV cache
in modern LLMs severely constrains available GPU mem-
ory. For Llama-3.1-70B [1] using bfloatl6 precision, the
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Figure 2. An illustrative example of inefficient inference
request routing.

KV cache for a single token requires approximately 320
KB, and the cumulative memory required by many concur-
rent requests can quickly exhaust a GPU’s capacity. Prefix
caching addresses this by reusing KV cache entries across
requests that share a common prefix, significantly reducing
redundant prefill computation. To further expand cache ca-
pacity, production systems offload less-active prefixes to host
DRAM [24, 56, 59, 66], creating a hierarchical cache span-
ning GPU memory and host memory. Recent hardware and
software advances, including higher-generation PCle inter-
connects and optimized transfer schemes [53], are steadily
improving the efficiency of loading cached data from host
memory back to the GPU.

In production, serving systems scale to multiple GPU work-
ers. Each worker maintains its own subset of cached prefixes,
and the system must decide which worker should serve each
incoming request. This routing decision directly determines
cache reuse efficiency and load distribution across the cluster.
At the same time, within each worker, how much prefix cache
to load from host memory versus recompute on the GPU also
affects per-request latency. We analyze both problems below.

2.2 Limitations of Existing Request Routing

Existing routing strategies [46, 66] primarily rely on prefix
match length to select a target worker. We refer to this class
of strategies as longest prefix match routing. While longest
prefix match maximizes cache hits in theory, it ignores the
actual cost of serving a request on each worker, leading to
two compounding problems.

First, longest prefix match is oblivious to cache location
heterogeneity. It treats all cache hits as equivalent, failing
to distinguish between data cached in GPU memory versus
host memory. In practice, the cost of reusing a prefix from
GPU memory is negligible, while reusing one from host mem-
ory requires a PCle transfer that is significantly slower. In
Figure 2, consider an incoming request where Worker 2 has
the longest prefix match, but its entire cache resides in host
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Figure 3. An illustrative example of GPU pipeline stalls in
LLM inference.

memory with significant ongoing transfer contention. Worker
1 offers a shorter prefix match but has part of its cached data
readily available in GPU memory. The longest prefix match
algorithm would select Worker 2, but the resulting transfer
bottleneck would block inference and cause severe delays.
Routing to Worker 1, despite its shorter match, would have
been a better choice.

Second, these per-request misjudgments accumulate into
systematic load imbalance. Because longest prefix match
greedily routes requests to the worker holding the longest
matching prefix, subsequent requests from the same session
are repeatedly directed to the same worker in multi-turn con-
versation workloads. Over time, a subset of workers accu-
mulates disproportionately many active sessions while others
remain underutilized. Under high concurrency, one or two
overloaded workers dominate the tail latency of the entire
cluster, limiting overall throughput even when aggregate re-
sources are sufficient.

2.3 Inefficiency in Worker-Level Cache Loading

Beyond routing, there is also room for optimization within
each worker. Modern inference engines asynchronously load
prefix caches from host memory while the GPU executes
the current batch. As shown in Figure 3, if the data transfer
takes longer than the batch execution, the GPU stalls waiting
for the next batch’s data, wasting computational resources.
Existing systems [43, 56, 66] attempt to maximize cache reuse
by fetching the entire matched prefix, regardless of its size
or location in the memory hierarchy. While this maximizes
token reuse, it can trigger long transfers that stall the GPU
pipeline. In our experiments, such stalls under SGLang’s [66]
full-prefix loading with HiCache [15] amount to 9.8%-27.4%
of GPU prefill computation time (§5.4.1).

A more effective approach is partial loading: the worker
dynamically divides the matched prefix into a portion to be
transferred and a remainder to be recomputed by the GPU.
By overlapping computation with transfer, partial loading can
avoid pipeline stalls. However, choosing such a split point
requires predicting both the batch execution time and the
transfer time.
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Figure 4. CacheSched overview.

2.4 Opportunity: Predictable Inference Performance

Both challenges above share a common requirement: cost
estimation. The router needs to predict how long it would take
each candidate worker to serve a given request; the worker
needs to predict how much prefix cache can be transferred
within the current batch’s execution window.

A key enabler is that, unlike many traditional server work-
loads where latency depends on data-dependent control flow
or contention from co-located tasks, LLM inference exhibits
highly predictable performance characteristics. The deter-
ministic structure of the transformer architecture means that,
given the batch composition and model configuration, both
the GPU execution time and the host-to-GPU transfer time
can be estimated, making cost-aware scheduling feasible at
both the routing and worker levels.

3 System Design
3.1 System Overview

Figure 4 presents the overall architecture of CacheSched, a
distributed LLM serving system designed to maximize the
efficient utilization of hierarchical prefix caches. As identi-
fied in §2, two performance problems arise in stateful LLM
serving: suboptimal request distribution that ignores cache
location heterogeneity and creates load imbalance, and GPU
stalls caused by uncoordinated host-to-device data transfer. To
address these, CacheSched is composed of two components
built on top of a shared analytic performance model (§3.2):
the CacheSched Router for cluster-level request dispatching,
and the CacheSched Worker for local batch construction.

e CacheSched Router (§3.4). The CacheSched Router
acts as the load balancer for the cluster, dispatching
each incoming request to the optimal worker. It em-
ploys a heterogeneity-adaptive routing algorithm that
makes decisions based on predicted prefill cost rather
than match length alone. Its cache probing module
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Table 1. Symbol table for CacheSched’s performance model.

Notation Description

Lseq Length of input sequence

Luncached Number of uncached tokens

Lioad Maximum number of loadable tokens
Sprefix Size of the prefix cache to be transferred
Priodel Model size

BWspu_mem | Effective bandwidth of GPU memory
BWioad Effective bandwidth of loading host cache
FLOPS FLOPS of GPU

Mgy Per-token size of KV cache

Torefill Execution time of prefill phase

Tyecode Execution time of decode phase

Tioad Time cost of loading host cache

Thudget Time budget for a batch

queries workers to determine the availability and lo-
cation (GPU memory or host DRAM) of a required
prefix. This information is then combined with the
performance model to estimate the actual prefill cost
on each candidate worker. Unlike existing routers that
greedily pursue the longest prefix match, our algorithm
selects from a pool of cost-efficient workers and breaks
ties by current load, balancing cache reuse with load
distribution across the cluster.

e CacheSched Worker (§3.3). The CacheSched Worker
is the inference engine responsible for batched request
execution, with a design centered on preventing the
host-to-device data transfer from becoming a bottle-
neck. Using the same performance model, it predicts
the execution time of the current GPU batch and treats
this time as a transfer budget. The batch constructor
then loads only the amount of prefix cache from host
DRAM that fits within this budget, and lets the GPU
recompute the rest. This dynamic partitioning aims to
overlap data transfer with computation and reduce GPU
stalls.

The two components are connected through a continuous
feedback loop. Workers periodically report their cache state
and load metrics to the router, enabling it to make informed,
globally-aware routing decisions that adapt to the dynamic
state of the system.

3.2 Performance Model of LLM Inference

Due to the distinct performance bottlenecks of the prefill and
decode phases in LLM inference [18, 70], we model the two
phases separately for accuracy. Notations used in our design
are defined in Table 1.

To enable the key scheduling decisions in CacheSched at
both the routing and worker levels, we develop a lightweight
analytic performance model. The model answers two ques-
tions: (1) How long will a given batch of requests take to
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execute on the GPU? and (2) How long will it take to transfer
a prefix cache of a given size from host memory? Answering
these questions allows the router to estimate per-worker pre-
fill cost, and allows the worker to compute the transfer budget
for each batch.

3.2.1 Compute Batch Time Modeling. We first present
the base models for the prefill and decode phases in turn, and
then discuss how these models extend to tensor parallelism
and chunked prefill.

Prefill Phase. The prefill phase processes a prompt’s tokens in
parallel and is characteristically compute-bound [18, 65]. Its
latency is determined by the total number of floating-point op-
erations (FLOPs) required. These operations primarily arise
from two sources: attention computations, which scale with
the sequence lengths, and model-weight-related computations
like the feed-forward network (FFN) and projection matri-
ces, which scale with the model size. For a batch containing
requests wWith Ly, cqcheq total new tokens and a maximum con-
text length of L4, the total FLOPs can be expressed as ap-
proximately proportional to (c1 X Lseq+C¢2X Prodel) X Luncached
where c; and c; are constants. We approximate the execution
time, Tyrefii1, by dividing this FLOPs estimate by the effective
floating-point operations per second of the GPU, FLOPS:

(Cl X Lseq +c2 X Pmodel) X Luncached
FLOPS
~ (0[ X Lseq + /3) X Lyncached

At a fixed total length and with u = L;;,cached, Equation 1
uses an attention term proportional to Lsqu, whereas the
causal-attention work with a cached prefix is approximately
Lsequ — u?/2. The model omits the quadratic correction in u,
replacing this concave dependence with a linear approxima-
tion in the number of uncached tokens.

Figure 5 plots the measured prefill time of Llama-3.1-
8B [1] on an NVIDIA A100 40GB GPU, varying Lyncached
while holding L., at 8K, 12K, or 16K tokens. The measured
curves are mildly sublinear in Ly,cqcheqd; W€ approximate this
dependence with a profiled per-token latency to keep the
estimation lightweight:

Torefill =

)

Tprefill = T(Lseq) X Luncached (2)
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Figure 6. Empirical analysis for the decode time of a single
decode iteration.

Here, 7(Lseq) represents the amortized per-token process-
ing latency in prefill phase, which encapsulates the model
architecture and effective hardware performance and is ob-
tained through offline profiling. The real-hardware prediction
errors in §5.3.1 quantify the effect of this approximation on
execution-time estimates.

Decode Phase. In contrast, the decode phase autoregressively
generates one token per sequence in the batch. While the
computation for a single token is minimal, it requires reading
the entire set of model weights (P,,0401) and the KV cache
for all sequences in the batch from GPU memory. Therefore,
unlike prefill, this phase is memory-bound [18, 65, 70]. The
execution time, Tyecode, 1S dominated by the time taken to
move this data.

The total data accessed from GPU memory is the sum of
the model weights and the KV cache size, which is Py,p4e1 +
YLseq X Mgy wWhere ELgq is the sum of sequence lengths in
the batch. The decode time can thus be modeled as:

Priodel + z:Lseq X Mkv

3)

Tagecode =
ceode BWspu_mEM

Critically, in our model we use the effective GPU memory
bandwidth (BWgpy_mEem). not the nominal hardware spec-
ification. Nominal bandwidth is an idealized peak value,
whereas effective bandwidth is lower due to overheads like
kernel launches and non-contiguous memory access patterns
of attention mechanisms. To quantify this difference and val-
idate our model, we measure the decode time across batch
sizes (bs) from 1 to 32, while keeping the sequence length
fixed within each batch.

Although larger batch sizes could theoretically increase the
computational intensity, potentially making decode phase less
memory-bound, our empirical results demonstrate that this
effect is not significant within the evaluated range. Figure 6
plots the measured latency against the total accessed memory
size. The results show a clear linear relationship, but the ef-
fective bandwidth, which represents the inverse of the slope,
is significantly lower than what the nominal bandwidth would
suggest. This linearity confirms that decode phase remains
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memory-bound within the evaluated batch size range, and us-
ing an empirically profiled effective GPU memory bandwidth
is essential for accurate decode time prediction.

Tensor parallelism (TP) and chunked prefill. When TP is
used, model parameters are partitioned across multiple GPUs
within a node, and each GPU processes the full sequence but
only a shard of the model weights. The prefill phase remains
compute-bound with the per-GPU FLOPs reduced proportion-
ally, while the decode phase remains memory-bound with a
smaller per-GPU model size. Inter-GPU communication (e.g.,
all-reduce) introduces additional overhead that scales with
the TP degree. These overheads are implicitly captured by the
profiled effective per-GPU compute throughput and memory
bandwidth, which already reflect TP communication costs,
without requiring structural changes to the model.
Additionally, under chunked prefill [18, 29] with hybrid
batching, each iteration mixes prefill chunks with piggy-
backed decode tokens. We decompose such an iteration into
a prefill-like compute component and a decode-like memory-
access component, and the same per-phase models apply
without structural changes. This decomposition does not ex-
plicitly model contention between the co-located prefill and
decode work; §5.3.1 reports the resulting prediction error.

3.2.2 Prefix Cache Loading Time Modeling. The second
key component of our performance model is predicting the
time required to load the prefix cache from host DRAM to
GPU memory. This transfer is a prerequisite for reusing a
cached prefix at host-side and can become a significant bot-
tleneck. The loading time (Tj,44) follows a linear relation-
ship, where it is the size of the prefix cache to be transferred
(Sprefix) divided by the effective transfer rate (BWoqq).

Sprefix

4)
BWioad

Tioad =

It is also crucial to use the effective transfer rate rather
than the nominal PCle bandwidth specified by the hardware
vendor. The nominal bandwidth is a theoretical peak that
does not account for real-world overheads [53] such as ker-
nel launch latency and fragmented data transmission caused
by fine-grained page-based KV cache management. The em-
pirically measured effective transfer rate can differ from the
nominal specification, as Figure 7 shows. To improve our
model’s accuracy, CacheSched relies on a value for BWj,,q4
obtained through profiling that measures the actual through-
put of transferring data blocks from host to GPU. Offline
profiling measures prefill and decode times under controlled
lengths and host-to-GPU loading concurrent with GPU ex-
ecution (Figures 5-7); it takes about 10 minutes for each
new model, GPU, and TP configuration, after which a single
BWoqq value is used for that configuration.
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Figure 7. Empirical analysis for the loading time.

3.3 Batch-Matching Prefix Cache Reuse

Recent serving systems [43, 56, 66] attempt to maximize
cache reuse by fetching the entire matched prefix for a re-
quest, regardless of its size or location in the memory hi-
erarchy. While this strategy maximizes token reuse, it can
trigger long-running data transfers from host DRAM over the
PCle bus. Because these DMA transfers are non-preemptible,
if the data transfer takes longer than the execution of the
current GPU batch, the GPU is forced into an idle state, cre-
ating a pipeline stall. To mitigate this critical inefficiency,
CacheSched introduces a batch-matching prefix cache reuse
mechanism. The core idea is to treat the execution time of
the current GPU batch as a strict budget for data prefetching,
dynamically partitioning the required prefix into a portion to
be transferred and a remainder to be recomputed.

This dynamic partitioning requires the ability to predict
both GPU compute time and data transfer time, which is
the exact purpose of the analytic performance model de-
tailed in §3.2. When constructing an upcoming prefill batch,
CacheSched first predicts the execution time, Tyudges, OF
the batch currently running on the GPU. This time Tpyuqge:
becomes the budget for asynchronously transferring prefix
caches from host memory for the new batch. Using the ef-
fective data transfer rate (BWj,,q) and per-token KV cache
size (Mgy) derived from our model, the system calculates the
maximum total number of prefix tokens, Lj,4q, that can be
transferred within this time window:

Tbudget X BWioad

5
My &)

Lioaa =

This Lj,4q value represents the predicted total transfer ca-
pacity within the current batch’s computation window. If
the required host-resident prefix cache exceeds this capac-
ity, the excess is recomputed on the GPU instead of being
transferred. This budget is used to overlap prefetching with
the current batch and avoid GPU stalls caused by prolonged
transfers. Underestimating Tj,q4e: reduces the loading budget
and can leave part of the actual computation window unused
for cache loading, causing unnecessary recomputation. A
modest overestimate is preferable here because loading can
use the full actual window. Only the excess transfer beyond
that window may remain exposed. Layer-wise asynchronous
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Algorithm 1 Request scheduling of batch-matching prefix
cache reuse

1: Input: Request waitlist W, maximum number of loadable
tokens Ljyqq

2: Output: Scheduled requests R
3: Initialize: R < []
4: Sort Requests: Sort W by the number of cached tokens
in descending order, but limit the loading portion by Lj,,q
(Linearly increase the priority of the longest-waiting re-
quest based on its queuing time first)
for each request r in W do

if batch is full then

Break: Stop scheduling

Add r to R, and remove r from W

Update L;,,q based on r

Resort W
11: return R

R AN

_.
=

loading can overlap part of this excess with subsequent com-
putation. When loading is fast relative to computation, the
budget usually covers the full matched prefix, so recomputa-
tion is triggered only for the portion whose transfer cannot be
hidden.

The Lj,qq capacity is used to guide the construction of the
next prefill batch, as detailed in Algorithm 1. The algorithm
greedily populates the batch to maximize cache reuse within
the transfer budget. It begins by sorting requests in the wait-
ing queue in descending order of their cached prefix length.
It then iteratively selects requests for the batch, adding the
length of their transferable prefix to a running total and ensur-
ing this total never exceeds Ljoq4. If a selected request’s prefix
is larger than the remaining capacity, only a portion is sched-
uled for transfer. After each selection, the remaining capacity
is updated by subtracting the number of host-resident prefix
tokens scheduled for transfer for that request, and priorities
are re-evaluated to ensure the next choice is optimal given the
new constraints. A batch is full when adding one more request
would exceed its request-count, prefill-token (chunk) budget,
or KV cache memory limit. GPU memory for the growing
KV caches of running requests is handled by SGLang’s exist-
ing memory manager, which pauses some decoding requests
and returns them to the waiting queue when GPU memory
becomes insufficient.

Figure 8 provides an illustrative example of this mecha-
nism. A decode batch is currently executing on the GPU,
and our model predicts its runtime, which translates into
the transfer capacity Lj,44 for the next batch. The scheduler
first selects Request 4 (longest prefix), then re-evaluates and
selects Request 1. Since Request 1’s prefix exceeds the re-
maining budget, only part 1a is scheduled for transfer while
1b is marked for recomputation. With the budget fulfilled,
the scheduler adds Request 3 (GPU cache only) to fill the
batch. To avoid starvation of requests with shorter prefixes,
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Figure 8. An illustrative example of batch-matching prefix
cache reuse.

the scheduling priority is adjusted by a latency-aware factor
that linearly increases with queuing time.

3.4 Heterogeneity-Adaptive Request Routing

While the batch-matching mechanism optimizes performance
on a single worker, a practical serving system must scale to
a multi-worker cluster. As analyzed in §2.2, routing strate-
gies that rely primarily on prefix match length can create
both per-request misjudgments and systematic load imbal-
ance. To address this, CacheSched employs a cost-aware,
heterogeneity-adaptive routing algorithm that balances pre-
fix cache reuse with the estimated cost of data transfer and
compute across the cluster.

3.4.1 Cost-Based Worker Selection. The central idea of
our routing algorithm is to make decisions based on a uni-
fied cost metric: the predicted prefill latency for a given re-
quest on a potential worker. This metric naturally accounts
for both recompute overhead (for uncached tokens) and data
transfer penalties (for prefixes in host DRAM on a congested
worker). To obtain this metric, the router’s cache probing mod-
ule queries each candidate worker to determine (1) whether a
matching prefix exists, (2) where it resides in the memory hi-
erarchy (GPU memory or host DRAM), and (3) the worker’s
current transfer load. The performance model from §3.2 then
converts this information into a predicted prefill cost.

However, always dispatching requests to the single worker
with the absolute lowest estimated cost can overload it while
other workers remain idle. To mitigate this, our algorithm, out-
lined in Algorithm 2, uses a tunable threshold 6. It first iden-
tifies the minimum possible cost, min_prefill_cost, among
all available workers, and then creates a candidate set of all
workers whose cost is within a factor of 6 of this minimum
(i.e., cost; < 6 x min_prefill_cost). From this candidate set,
it selects the worker with the lightest load (i.e., shortest re-
quest queue), balancing near-optimal cache reuse with load
distribution.
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Algorithm 2 Heterogeneity-adaptive request routing

1: Input: Request r, workers W, threshold ratio 8
2: Output: CacheSched worker w
3: Initialize: best_workers « [], min_prefill_cost « oo,
remove overloaded workers from W
4: for each worker w; in W do
5: Query Prefix Cache: Get cache status c; of r for w;
Calculate Prefill Cost: Compute the prefill time cost
cost; of r for w; using c;
if cost; < min_prefill_cost then
min_prefill_cost « cost;
9: for each worker w; in W do
10: if cost; < 0 X min_prefill_cost then
11: best_workers.append(w;)
12: Select Worker: Choose the best_worker from candidate
set best_workers with the lowest current load
13: return best_worker

0 controls the trade-off between cache affinity and load
balance. When 6 = 1.0, the algorithm strictly selects the
lowest-cost worker, maximizing cache reuse but risking load
concentration. As 6 increases, the candidate pool widens, giv-
ing more weight to load balance at the expense of cache opti-
mality. We use 6 = 1.1 in all experiments without workload-
specific tuning; replaying the routing decisions of the exper-
iments in Table 3, varying 6 from 1.05 to 1.5 changes only
about 1% of placements, whereas 6 = 1.0 changes about 10%.

3.4.2 Two-Tier Routing Framework. The routing logic
above is applied within a hierarchical two-tier framework
that navigates the trade-off between information precision
and communication overhead. In a centralized router, query-
ing the real-time cache state of a remote worker provides
accurate information for routing but incurs several millisec-
onds of communication latency including software and syn-
chronization overhead. Conversely, using historical data is
instantaneous but less accurate. Our two-tier design addresses
this by using different strategies for routing among workers
across physical nodes (inter-node) versus within a single node
(intra-node).

Inter-node routing. It selects the best physical node in the
cluster. To reduce costly cross-node network traffic, it uses
a lightweight, historical cache state to approximate the pre-
fill cost, defined simply as the number of uncached tokens.
Workers periodically report their cache state summaries to
the router, and the router makes decisions based on the latest
available snapshot. This tier prioritizes low-overhead, approx-
imate decisions.

Intra-node routing. It selects the best CacheSched worker
within a node. Since communication between processes on
a single node is much faster (via CPU interconnects), this
tier queries the real-time cache status from each local worker.

23

Rilin Huang, Junyi Shu, Yaofeng Tu, and Xin Jin

[ JcachehitoncPu [_] Cachenitonhost [__]

Light load

[ cost

Heavy load

Cache miss

- -
——1 Moderate load -
—] —]

=
)

Data transfer

= | []
bottleneck . “em

Worker 1

.
A g L

.

.
@ Request Router <
S~

N ~

= | [ |

Worker 2

’
’
i
1
3

N

N Worker 3
N

- [

Worker 4

Figure 9. An illustrative example of the intra-node routing.

Its cost model is more sophisticated: if a worker’s data trans-
fer capability is fully occupied, the cost of loading a prefix
from host DRAM is treated as equivalent to a full recom-
pute, reflecting the potential for a GPU stall. This ensures the
intra-node router avoids sending requests to workers that are
transfer-congested.

The synergy between the router and the worker-level batch-
matching is maintained through a feedback loop. Each worker
periodically reports its cache state and current load to the
router. Meanwhile, the batch-matching mechanism at each
worker helps keep the actual prefill cost close to what the
router predicted, because the worker dynamically adjusts
its split between cache loading and recomputation to reduce
stalls. This alignment between routing predictions and worker-
level execution is what makes the two-tier system effective.

Figure 9 illustrates intra-node routing. When a new request
arrives, the router first filters out overloaded workers like
Worker 4. It then queries the real-time status of the remaining
workers. Worker 1 has the longest prefix match, but it has
planned a large amount of data transfer, which imposes a
heavy cost penalty. Worker 3 offers the lowest prefill cost,
while Worker 2 has a slightly higher cost. Assuming both
fall within the candidate pool defined by 6, the router selects
Worker 2, which has a lighter existing load, demonstrating a
better balance between cache efficiency and system load.

4 Implementation

CacheSched’s implementation! is based on SGLang [66]
v0.4.5 (57f99608), a state-of-the-art LLM serving system that
supports Radix Attention for prefix cache and HiCache [15]
for hierarchical KV caching. We reuse some components of
SGLang and its standalone request router, SGLang Router [2],
then extend them to support CacheSched. The inter-node
router is built upon SGLang Router to select physical node
in the cluster, while the intra-node router is implemented in
the data parallel (DP) controller of SGLang, responsible for
performing real-time cache queries across DP instances.

'https://zenodo.org/records/23205571
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5 Evaluation
5.1 Experiment Setup

Testbed. Our main experiments use a gbe.48xlarge instance,
equipped with 8x NVIDIA L40S 48GB GPUs interconnected
via PClIe 4.0, 192 vCPUs, and 1536GB of host memory. To
further evaluate CacheSched on different hardware platforms,
we use (1) a cluster of 8x g5.48xlarge instances, each config-
ured with 8x NVIDIA A10G 24GB GPUs linked via PCle
4.0 (64 GPUs total, for scalability evaluation), and (2) a server
with 8xX NVIDIA A100 SXM4 80GB GPUs (connected via
NVLink).

Models. Our main experiments evaluate two representative
open-source dense LLMs: Llama-3.1-8B-Instruct [1], one of
the most widely adopted models for lightweight inference,
and DeepSeek-R1-Distill-Qwen-14B [27], a distilled medium-
parameter model that retains high performance while utilizing
more GPU memory. In the extended evaluation, we addi-
tionally include Mixtral-8x7B-Instruct [33], a 46B-parameter
mixture-of-experts (MoE) model.

Baselines. We select open-source LLM serving systems that
provide both request routing and inference execution as our
main baselines, based on the following two criteria: (1) the
ability to asynchronously load and evict KV cache layer-by-
layer between host and GPU memory, and (2) the use of
prefix-cache-aware request routing. Therefore, we choose
SGLang [66] and the vLLM Production Stack [16] as our
main baselines. In our evaluation, both systems are config-
ured with a number of runtime replicas equal to the number of
GPUs. They are allocated identical and large enough memory
budgets (both GPU and host memory) for KV cache manage-
ment. Chunked prefill is enabled for all systems including
CacheSched. We do not enable prefill-decode (PD) disag-
gregation. We additionally compare against Preble [46] as a
reference for cache-aware request routing. We do not directly
evaluate Dynamo [12] or Mooncake [43]; as discussed in §7,
their routers trade off prefix reuse against worker load in the
same way as SGLang Router, and the component ablation in
§5.4.1 isolates CacheSched’s routing gain over this baseline.
e SGLang(v0.4.5, 57f99608): SGLang is a state-of-
the-art LLM inference system that supports prefix
caching through RadixAttention and hierarchical
caching through HiCache [15]. Its routing component,
SGLang Router [2], dispatches requests to SGLang
runtimes according to its cache-aware load-balancing
algorithm. When the load is imbalanced (i.e., the differ-
ence between the most and least loaded nodes exceeds
a threshold), it selects the node with the fewest requests.
Otherwise, it selects the node with the longest prefix
match.
e VLLM Production Stack(0.1.5, 0b6a61c): This is a
production-grade distributed deployment framework
built upon the foundational vLLM [38] engine, known

24

SIGOPS ATC 2026, November 15-18, 2026, Hong Kong, China

Table 2. Key Characteristics of Two Workloads.

Workload w1 W2
Avg. Length
New Prompt Input 512 96
Output 96 348
Ratio 5.333:1.000 1.000:3.625
Conversation Turns 10 >4

for its Paged Attention mechanism. It supports asynchro-
nous layer-by-layer KV cache offloading and loading
via LMCache [10]. Its prefix-aware router selects the
node with the longest prefix match.

Workloads. The workloads used in the experiments include
the SGLang multi-turn conversation benchmark (W1) [66]
and the ShareGPT4 dataset (W2) [3]. The SGLang multi-turn
conversation benchmark allows for controlled testing with
predefined patterns, ensuring a comprehensive evaluation of
performance under controlled conditions. The ShareGPT4
dataset is a real-world conversational dataset containing user-
assistant conversation traces collected from a large corpus,
capturing diverse prompt lengths and reasoning complexity.
Requests for both datasets are set to arrive according to a
Poisson distribution, enabling the simulation of stochastic ar-
rival processes commonly encountered in real-world systems.
Table 2 presents the key statistics of the two workloads.

It is crucial to note that for each new request in a multi-turn
conversation, the actual input comprises the entire conversa-
tional history (all previous inputs and outputs) plus the new
user prompt. Consequently, as the number of turns increases,
the context length grows, leading to a significant increase in
the ratio of prefill length to decode length per request.

Metrics. Our evaluation focuses on two key latency metrics
TTFT (Time to First Token) and TBT (Time between To-
kens), which capture different aspects of system performance.
TTFT measures the complete processing duration from re-
quest arrival to the first token generation, including both the
queuing and prefill phases. As this metric directly impacts
user-perceived responsiveness, it serves as our primary indi-
cator for our performance enhancements. TBT quantifies the
average inter-token generation latency, excluding the initial
token. We include this metric to illustrate that CacheSched
maintains decoding efficiency with minimal overhead.

5.2 Overall Performance

We report the average TTFT and TBT of CacheSched on
both the SGLang multi-turn conversation benchmark and
ShareGPT4 dataset on a single AWS EC2 g6e.48xlarge in-
stance equipped with 8x NVIDIA L40S 48GB GPUs, with
a focus on throughput optimization under a practical TTFT
service-level objective (SLO). Similar to prior works [26, 50],
we set the TTFT SLO to 1 second.
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Figure 10. Overall performance on the SGLang multi-
turn conversation benchmark. (a) Llama-3.1-8B-Instruct. (b)
DeepSeek-R1-Distill-Qwen-14B.

TTFT. As shown in Figure 10 and 11, CacheSched achieves
throughput improvements under the TTFT SLO. Experimen-
tal results reveal that CacheSched improves request through-
put by up to 1.26x over SGLang and 2.55% over vLLM Pro-
duction Stack on ShareGPT4. For the multi-turn conversation
benchmark, the improvements are more substantial, reaching
up to 2.58x and 3.16x over SGLang and vLLM Production
Stack respectively. CacheSched does not introduce extra over-
head under light load.

In both workloads, SGLang and vLLM Production Stack
show comparable performance, and both suffer from varying
degrees of load imbalance. While load is partially balanced
across most instances, one or two instances consistently han-
dle a disproportionately high load, becoming performance
bottlenecks and degrading overall throughput. This observa-
tion directly reflects the limitation of existing routing strate-
gies we analyzed earlier: by greedily directing requests based
on prefix match length, they concentrate active sessions on a
few workers. CacheSched’s heterogeneity-adaptive routing
avoids this by balancing cache affinity with load distribution.
Interestingly, on the ShareGPT4 dataset with the DeepSeek-
R1-Distill-Qwen-14B model, the overload phenomenon for
SGLang is somewhat alleviated, contributing to its relative
performance recovery compared to the multi-turn conversa-
tion benchmark.

The multi-turn conversation benchmark has a prefill length
that is significantly longer than the decode length, a charac-
teristic more pronounced than in ShareGPT4. This allows
CacheSched to more effectively leverage its cache-aware
scheduler with less queuing, thereby achieving better per-
formance.

TBT. Notably, the TTFT improvements of CacheSched do
not come at the cost of degraded decoding efficiency. When
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Figure 11. Overall performance on the ShareGPT4 trace. (a)
Llama-3.1-8B-Instruct. (b) DeepSeek-R1-Distill-Qwen-14B.

operating at comparable throughput levels to the baselines,
the TBT of CacheSched is statistically indistinguishable from
SGLang and vLLM Production Stack. This is because the
design of CacheSched does not change the decoding process
or increase the overhead at the scheduler. Even at higher
throughput beyond the baselines’ capabilities, CacheSched
exhibits only a modest increase in TBT, ensuring minimal
impact on the user experience during the decoding phase.

5.3 Generalizability and Scalability

We further evaluate CacheSched on different hardware plat-
forms to validate its generalizability and scalability. We did
not include vLLM Production Stack in this comparison as
its performance is even worse than that of SGLang in the
previous experiments.

5.3.1 Hardware and Model Generalizability. We evalu-
ate CacheSched on 8x NVIDIA A100 SXM4 80GB GPUs,
using both Llama-3.1-8B-Instruct and Mixtral-8x7B-Instruct
with the multi-turn conversation benchmark. As a reference,
we include Preble [46], a prefix-cache-aware routing system
also built on SGLang. Preble routes each request by a binary
exploit-or-explore decision: it sends the request to the GPU
caching the longest matched prefix when cache-hit tokens
outnumber uncached ones, or to the least-loaded GPU other-
wise. Beyond the throughput under the 1s TTFT SLO, we also
report goodput [67], defined as the effective request rate at
which requests jointly satisfy both the TTFT and TBT SLOs.
We set the TTFT SLO to 1 s for both models, the TBT SLO
to 30 ms for Llama and 60 ms for Mixtral, and report goodput
at 90% joint SLO attainment.

As shown in Table 3, despite also being built upon SGLang,
Preble achieves performance close to or below SGLang on



CacheSched

SIGOPS ATC 2026, November 15-18, 2026, Hong Kong, China

Table 3. Throughput and goodput on 8xA100.

Llama-3.1-8B

Mixtral-8x7B (TP=2)

SGLang Preble CacheSched SGLang Preble CacheSched
Throughput (req/s)  10.72 7.63 28.03 6.03 6.73 15.26
vs. SGLang 1.00x  0.71x 2.61x 1.00x  1.12x 2.53%x
Goodput (req/s) 6.33 3.93 16.90 3.72 3.76 10.04
vs. SGLang 1.00x  0.62x 2.67x 1.00x  1.01x 2.70x
CacheSched SGL Router+CacheSched Worker —e— SGL Router+SGL Worker == SLO(1s) 350
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Figure 12. Overall performance on a cluster of 64 GPUs on
the SGLang multi-turn conversation benchmark.

both models. In contrast, CacheSched achieves 2.61x through-
put over SGLang on Llama-3.1-8B and 2.53% on Mixtral-
8x7B under the 1s TTFT SLO, confirming that the improve-
ment generalizes to MoE architectures. Against Preble, the
throughput improvements are 3.67x and 2.27x, respectively.
Under the stricter goodput metric, the gap widens further:
CacheSched achieves 2.67x and 2.70x over SGLang on
Llama and Mixtral respectively, and up to 4.30x over Preble.

We also examine the performance model’s prediction er-
rors in these experiments. For Llama-3.1-8B, the P90 absolute
error in predicting one decode iteration is 6.3 ms, equivalent
to 8.3% of the median prefill-batch execution time, and these
decode predictions tend to overestimate execution time. As
analyzed in §3.3, this error direction is preferable for batch
matching when the overestimate is modest, allowing cache
loading to use the full actual overlap window. With chunked
prefill, the combined prefill and decode model predicts itera-
tion time with a P90 relative error of 15.9% compared with
the measured execution time, indicating moderate error when
the phase models are applied jointly. Predictions of host-to-
GPU loading time have a P90 relative error below 20% under
normal contention. These estimates guide routing preferences
and the division of cached prefixes between loading and re-
computation, but exact latency predictions are not required
for these decisions.

5.3.2 Scalability. On a cluster of 64 GPUs (8 g5.48xlarge
instances, each with 8x NVIDIA A10G 24GB GPUs), we
evaluate the scalability of CacheSched using Llama-3.1-8B-
Instruct with multi-turn conversation benchmark. We compare
CacheSched with SGLang and a mixed setup. The mixed
setup refers to running CacheSched on each node locally,
with inter-node routing managed by SGLang Router.
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Figure 13. Routing scalability in simulation, compared with
ideal linear scaling from the 8-GPU baseline.

As shown in Figure 12, CacheSched outperforms both
SGLang and the mixed setup under the 1s TTFT SLO. Specif-
ically, CacheSched achieves 2.17x request throughput over
SGLang, and 1.90x over the mixed setup. The gap between
full CacheSched and the mixed setup shows that cross-node
routing becomes increasingly important in multi-node deploy-
ments.

To study throughput scaling beyond our physical testbed,
we use a simulator that replays request traces through
CacheSched’s actual routing logic. It assigns each GPU
computation the execution time predicted by the analytical
model and varies only the GPU count. The limited predic-
tion errors observed on real hardware support using these
estimates to assess whether throughput scales nearly linearly
with node count. This simulation is intended only to study
scalability beyond the scale of our real-hardware experiments,
not to replace them.

Figure 13 compares the simulation results with an ideal
linear-scaling reference normalized to the 8-GPU baseline.
CacheSched almost scales linearly, reaching 89% of ideal
throughput at 256 GPUs. The remaining gap is mainly due to
less precise cross-node state information at larger scales.

5.4 Ablation Study

5.4.1 Component Contribution. To isolate the contribu-
tion of each component, we incrementally add CacheSched’s
components to the SGLang baseline using the experiments
from §5.3. We evaluate three configurations: SGLang (base-
line), SGLang Router with CacheSched Worker (+Batch-
Matching), and full CacheSched (+CacheSched Router). The
latter two configurations use the same CacheSched Worker,
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Figure 14. Component contribution of CacheSched. Through-
put is normalized to SGLang under 1s TTFT SLO.

so their comparison isolates the contribution of the router.
Figure 14 shows the throughput under the 1s TTFT SLO, nor-
malized to SGLang, across three setups before: 8xA100 with
Llama-3.1-8B, 8xA 100 with Mixtral-8x7B, and 64xA10G
with Llama-3.1-8B.

Across the three setups, SGLang Router with CacheSched’s
batch-matching worker achieves normalized throughput of
1.31x, 1.32%, and 1.14X. Replacing SGLang Router with
CacheSched Router increases these values to 2.67x, 2.70X,
and 2.17x, respectively. Routing therefore provides an ad-
ditional 1.90-2.05% throughput over the same worker with
SGLang’s cache-aware router, accounting for approximately
81%-88% of the total improvement over SGLang. The
gains come primarily from routing decisions rather than
simply adding hierarchical-cache support or worker-side
batch-matching.

To explain the benefit of batch matching at the worker, we
examine GPU stalls caused by prefix cache transfers. Under
the full prefix loading policy used by SGLang with HiCache,
the ratio of this stall time to GPU prefill computation time
ranges from 9.8% to 27.4% across the evaluated conditions.
CacheSched uses the current batch’s computation time as
the budget for prefix cache loading. Batch matching limits
transfers to this budget to avoid these GPU stalls.

5.4.2 Routing Overhead. We measure the overhead intro-
duced by CacheSched’s routing decisions. The cache probing
latency is approximately 4 ms on average (3 ms median),
and the end-to-end scheduling path takes approximately 5
ms median. Compared to the prefill execution time, which
typically ranges from tens to hundreds of milliseconds, the
routing overhead is negligible.

5.4.3 Request Skewness and Routing Effectiveness. To
evaluate how CacheSched performs under workloads with
different levels of request patterns, we conduct a sensitivity
analysis by varying the skewness of request round counts.
In this experiment, the number of conversation rounds per
request follows a distribution with a fixed mean of 10, while
the standard deviation (o) of the distribution is adjusted from
0 to 8 to represent increasing skewness. A larger ¢ indicates
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Figure 15. Sensitivity analysis by varying request skewness.

greater variability in request complexity, that is, more extreme
differences between short and long conversations.

As shown in Figure 15, CacheSched maintains stable per-
formance across different levels of skewness. As o increases,
CacheSched exhibits no performance degradation, demon-
strating its robustness across different workload intensities.
We further examine the routing decisions by analyzing the
top-k worker selection distribution. Across all skewness lev-
els, CacheSched routes over 90% of requests to the top-1
worker by cache-hit potential, while a least-load baseline only
achieves 34% to 48%. This indicates that the heterogeneity-
adaptive routing consistently makes cache-efficient decisions
even under diverse workload patterns.

6 Discussion

Prefill-decode (PD) disaggregation. CacheSched is designed
and evaluated under PD-colocated serving, which remains
prevalent in production due to its simpler operation and lower
networking requirements [61].

Nevertheless, the proposed design is also compatible with
PD disaggregation deployments [31, 42, 67], as its core of
independently modeling prefill and decode phases directly
aligns with the resource specialization of PD disaggregation.
The performance model needs no structural changes, and the
batch-matching prefix reuse algorithm retains its core logic
for prefill scheduling. In a disaggregated setup, the routing
component would operate over the prefill worker pool, where
cache-aware placement remains applicable.

MOoE models and expert parallelism. Our evaluation in-
cludes the MoE model Mixtral-8x7B-Instruct [33], demon-
strating that CacheSched’s performance model and schedul-
ing algorithms generalize to MoE models under tensor paral-
lelism and data parallelism.

However, expert parallelism (EP) deployment [19, 64, 71]
introduces additional routing considerations. EP requires syn-
chronizing attention computation timing across workers to
form batches for FFN processing among all experts. This
demand for cross-worker synchronization conflicts with the
current routing logic, which independently assigns requests
to workers. Adapting CacheSched to EP would require the
performance model to further distinguish between attention



CacheSched

and FFN operations, and the router to account for EP-specific
load balancing constraints.

Sparse and linear attention. CacheSched’s performance
model and batch-matching mechanism rely on the standard
multi-head attention architecture, where KV cache size scales
linearly with sequence length. Sparse attention designs reduce
the memory-to-compute ratio during prefill [52], diminish-
ing the data transfer bottleneck that batch-matching targets.
Similarly, linear attention variants replace quadratic attention
with linear recurrences, further shifting this ratio. Under these
architectures, the transfer-budget formulation would need to
be re-calibrated. The heterogeneity-adaptive routing, however,
remains applicable as long as prefix cache reuse provides a
latency benefit over recomputation.

7 Related Work

KYV cache management. KV cache is a core component in
LLM inference, as it stores intermediate attention results
to avoid redundant computations. Numerous recent stud-
ies [35, 38, 49, 56, 63] have explored various approaches
to optimize KV cache utilization and management. Prefix
caching [25, 57, 66] improves cache reuse across requests.
Offloading the KV cache to host memory or storage [23, 24,
39, 41, 52-55, 59] increases the effective cache capacity. Pen-
sieve [59] preferentially retains later token chunks in GPU
or host memory. It restores chunks from host memory layer
by layer and recomputes discarded chunks at the beginning
of the sequence. HCache [24] stores hidden states and par-
titions layers using offline hardware profiling. It uses this
partition to combine restoration of hidden states with token
recomputation or KV cache offloading. In both systems, the
recovery path is determined in advance by cache residency
or hardware profiles. CacheSched instead adapts the division
between cache loading and recomputation to each batch’s
computation window. This mechanism is designed jointly
with request routing.

Llumnix [47] monitors instance-level memory imbalance
and reactively migrates running requests from one instance
to another, transferring the request’s entire accumulated KV
cache to the destination. To reduce migration downtime, it
overlaps the transfer with ongoing decoding by exploiting the
append-only property of KV cache. In contrast, CacheSched
avoids imbalance proactively through heterogeneity-adaptive
routing before execution. After routing, CacheSched further
decides how much of the matched prefix in host memory to
restore and how much to recompute under a transfer budget,
rather than always transferring the full KV state.

Request routing. Efficient workload placement [22, 40, 60,
69] and communication [11, 36, 68] are key research prob-
lems in cluster-level scheduling. Cache-aware routers [30,
46, 48, 51, 61] balance prefix reuse against worker load.
SGLang Router [2] chooses between the worker with the
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longest matching prefix and the worker with the shortest
request queue. Dynamo [12] jointly considers the prefill com-
putation for uncached tokens and the KV cache load of active
requests. Without cache pooling or migration, Mooncake [43]
combines prefill time with queueing time, accounting for pre-
fix reuse in the prefill cost. Its full scheduler also accounts for
KV cache transfer time when a prefix is remote. When one
factor dominates, all three favor either greater prefix reuse
or lower worker load. Their differences lie in the granularity
of cost estimates and how the two factors are combined. The
SGLang Router baseline in our evaluation already covers this
shared tradeoff between prefix reuse and worker load.

Since prefix reuse costs depend on the cache’s location in
the memory hierarchy and the current load on the transfer
path, CacheSched incorporates both factors into routing. It
coordinates these routing decisions with batch matching at
the worker, where cache loading is constrained by a transfer
budget.

Worker-level request scheduling. Within an inference en-
gine, request scheduling [21, 28, 34, 37, 58, 65, 70] targets
efficient utilization of resources within the hardware con-
straints. Sarathi-Serve [18] and FastGen [29] combine prefill
and decode in a batch to balance the need for computation
and memory access. Additionally, some studies on scheduling
focus on fairness [45] or SLO adherence [32, 62] in multi-
user LLM serving. In CacheSched, we greedily populate each
batch to maximize cache reuse within the transfer budget and
reduce GPU stalls.

8 Conclusion

We propose CacheSched, a scheduling system tailored for
multi-worker LLM serving with hierarchical prefix caching.
Driven by a lightweight analytic performance model, it inte-
grates heterogeneity-adaptive request routing algorithm and
batch-matching prefix cache reuse algorithm, for request
routing across cluster and request scheduling within infer-
ence engine, respectively. Evaluations on both synthetic and
real-world workloads show that CacheSched significantly im-
proves the performance over state-of-the-art LLM inference
systems, achieving up to 2.58% overall throughput under a
practical TTFT SLO.
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